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Abstract

Merged Models in Generative AI, especially Large Language Models, offer promising 

avenues for creating domain-specific experts using significantly less compute 

resources, however their safety and detectability are not formally evaluated in large 

language models. This threat, and merging as a whole, is especially relevant to 

open-source models (like DeepSeek and Facebook's Llama) since they are publicly 

accessible and modifiable by anyone on the internet. Using real-world datasets, safety 

benchmarks, and diverse attack scenarios, researchers assess the impact of model 

merging techniques and quantify trade-offs between performance and safety. 
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In future work, we plan to investigate model merging as a 

training-free approach towards domain generalization which 

can potentially make techniques like mixture-of-experts more 

efficient, and it will allow a smaller model to inherit capabilities 

from other domain-specific models through targeted parameter 

transfers. Another interesting direction is studying whether 

merged models can handle multilingual and cross-cultural 

content, which can help us address shortcomings in current 

multilingual models.
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- We observe marginally higher sentence-length deviations in the 

outputs of merged models, which do not require a 

fundamentally new detection mechanism. 

- Existing AI-text detectors can flag outputs from their merged 

models without requiring major retraining. 

- Merging does not significantly obscure detectability, suggesting 

that this may not be an emerging threat. 

- We observe that merging does not inherently amplify 

adversarial vulnerabilities, but merged models are presently 

defenseless if a bad actor introduces vulnerabilities. 

- While a misaligned model will impact the overall safety, its 

negative impact can be moderated if merged with multiple 

better aligned models.

Techniques such as model soups [1], task-arithmetic 

methods [2], and franken-merging (combining 

layers) have shown promise in boosting accuracy 

without needing to re-train. We investigate the 

following vulnerabilities in these new methods:

- Are merged models more vulnerable to 

adversarial attacks than parent models?

- Is AI-generated text from merged models less or 

more detectable than that from parent models?  

And, will we need new detectors?

- Can one misaligned model cause the whole 

merged model system to produce harmful 

outputs? 
Figure 1: Illustration of the 

Model Soups Technique

Figure 2: These plots show that merged-model outputs cluster similarly to parent models in 
sentence-length variance and lexical richness (MTLD). There is a noticeable overlap between 

merged and parent clusters, while the human text cluster is distinguishable indicating that 
model merging does not drastically alter the overall textual style of the output.

Figure 3: Our results show that the attack success ratio for merged models typically lies 
between that of their individual parent models. Misalignment can transfer while merging 

“unsafe” models, but we can preserve/introduce alignment be merging with “safe” models.
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